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ABSTRACT - Base rate neglect refers to people’s apparent tendency to underweight or even 17 

ignore base rate information when estimating posterior probabilities for events, such as the 18 

probability that a person with a positive cancer-test outcome actually does have cancer. While 19 

many studies have replicated the effect, there has been little variation in the structure of the 20 

reasoning problems used in those studies. In particular, most experiments have used extremely 21 

low base rates, high hit rates, and low false alarm rates. As a result, it is unclear whether the 22 

effect is a general phenomenon in human probabilistic reasoning or an anomaly that applies 23 

only to a small subset of reasoning problems. Moreover, previous studies have focused on 24 

describing empirical patterns of the effect and not so much on the underlying strategies. Here, 25 

we address these limitations by testing participants on a broader problem space and modelling 26 

their response at a single-participant level. We find that the empirical patterns that have served 27 

as evidence for base-rate neglect generalize to the larger problem space. At the level of 28 

individuals, we find evidence for large variability in how sensitive participants are to base rates, 29 

but with two distinct groups: those who largely ignore base rates and those who almost perfectly 30 

account for it. This heterogeneity is reflected in the cognitive modeling results, which reveal 31 

that there is not a single strategy that best captures the data for all participants. The overall best 32 

model is a variant of the Bayesian model with too conservative priors, tightly followed by a 33 

linear-additive integration model. Surprisingly, we find very little evidence for earlier proposed 34 

heuristic models. Altogether, our results suggest that the effect known as “base-rate neglect” 35 

generalizes to a large set of reasoning problems, but may need a reinterpretation in terms of the 36 

underlying cognitive mechanisms.  37 

 38 

Keywords: Base-rate neglect, Bayesian inference, Cognitive modeling 39 

 40 
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Introduction 42 

Background 43 

The question of whether the human mind adheres to the rules of probability theory has been 44 

debated ever since probability theory itself was developed a couple of hundred years ago. Since 45 

then the view has shifted drastically from Laplace’s idea that probability theory is, in essence, 46 

common sense reduced to calculus (Brookes et al., 1953), to Kahneman’s and Tversky’s claim 47 

that people are unable to follow the rules of probability and instead have to rely on simple 48 

heuristics which often lead to fairly accurate answers but at other times produce large biases 49 

(Kahneman & Tversky, 1973). A more recent suggestion is to rather emphasize that the use of 50 

an adaptive toolbox of fast and frugal heuristics (Gigerenzer & Todd, 1999) takes positive 51 

advantage of information in real environment to make useful inferences, in practice, 52 

approximating close to normative behaviors by much simpler means. 53 

A phenomenon that has inspired, and been used to exemplify, this research on heuristics 54 

and biases is base-rate neglect, people’s tendency to respond to the evidence immediately at 55 

hand, while ignoring the base-rate (or prior) probability of an event. Although the original 56 

context of base-rate neglect emphasized that it is caused by people’s reliance on simplifying 57 

heuristics (Kahneman & Tversky, 1973), the explanation and interpretation of the phenomenon 58 

remains debated to this day. One alternative explanation is that people are reliant on a toolbox 59 

of heuristics that are useful in the right context but will lead to biases, such as base-rate neglect, 60 

when the conditions are wrong (Gigerenzer & Hoffrage, 1995). Another approach emphasizes 61 

that people address base-rate problems much like any other multiple-cue judgment task 62 

(Brehmer, 1994; Karelia & Hogarth, 2008). On this view, people typically have a qualitative 63 

understanding that both the evidence and base-rate is relevant in base-rate problems, but they 64 

typically add up these cues, rather than spontaneously engaging in the multiplication prescribed 65 

by probability theory (Juslin, Nilsson, Winman, 2009). A third proposed account is that the 66 

underlying information integration is in fact consistent with probability theory, but corrupted 67 

by random noise in the process that appears as base-rate neglect in the empirical data (e.g., 68 

Costello & Watts, 2014). In this article, we will for the first time systematically compare these 69 

alternative accounts of base-rate neglect by computational modeling at the level of individual 70 

participants. 71 

 72 

Base-rate neglect 73 
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One task that often has been used, both to argue for and against people’s rationality, is the 74 

medical diagnosis task. Since the introduction of this task (Casscells et al., 1978) it has been 75 

formulated in many different ways. A typical example is the following: 76 

 77 

Suppose that 0.1% of all people in a population carry a virus. A diagnostic test for 78 

this virus detects it in 100% of the people who have the virus, but also gives “false 79 

alarms” on 5% of the people who do not have the virus. What is the chance that a 80 

person with a positive test result actually has the virus, assuming you know nothing 81 

about the person’s symptoms or signs? 82 

 83 

The correct answer can be computed using Bayes’ theorem and gives a probability of ~2%. In 84 

the formulation above, the problem is specified in a “normalized” format, meaning that the 85 

information regarding the base rate (prevalence), hit rate (probability that a carrier of the virus 86 

is tested positive), and false alarm rate (probability that a non-carrier of the virus is tested 87 

positive) is given as percentages or single-event probabilities. People tend to overestimate the 88 

correct answer substantially often giving responses close to 100%. It has been argued that this 89 

is because of a tendency to respond 1 minus the false alarm rate (95% in this example) in such 90 

situations --possibly due to misinterpreting the false alarm rate as the total error rate (Tversky 91 

& Kahneman, 1981). If the hit rate is less than 100%, people often give answers that are close 92 

to the hit rate (McKenzie, 1994). While people thus seem to have different strategies depending 93 

on the value of the hit rate, they have in common that the diagnostic value of the hit rate and 94 

false alarm rate is overestimated while the base rate is ignored – a phenomenon commonly 95 

referred to as base-rate neglect or the base rate fallacy (Meehl & Rosen, 1955).  96 

Evidence for base-rate neglect has been found in numerous studies, using different 97 

variations of Bayesian inference tasks (see Bar-Hillel, 1980; Barbey & Sloman, 2007; 98 

Kahneman & Tversky, 1973, for a few highly influential examples). The level of neglect varies, 99 

but the number of correct responses is seldom above 20% (see McDowell & Jacobs, 2017 for a 100 

meta-analysis of 35 studies). A complicating factor in explaining the effect is that its magnitude 101 

depends on the structure of the task. A number of facilitating factors has been explored that 102 

increase participants’ use of base rates in Bayesian inference tasks, such as manipulating the 103 

base rate within subjects (Ajzen, 1977; Birnbaum & Mellers, 1983; Fischhoff et al., 1979), 104 

emphasizing the relevance of the base rate by highlighting a causal link to the inference task 105 

(Ajzen, 1977; Bar-Hillel, 1980; Fishbein, 2015), by providing explicit feedback, and by 106 
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considerable training (Goodie & Fantino, 1999). What these manipulations have in common is 107 

that they make decision makers more sensitive to base rates.  108 

Although base-rate neglect is a well-established fallacy in the decision making literature 109 

by now, there are also studies that have found that people do respond to both the base rate and 110 

the hit rate, and instead are neglecting false alarm rates (Juslin et al., 2011). This relates to 111 

another classic judgment phenomenon called “pseudo-diagnosticity” (Ofir, 1988). This is the 112 

tendency of people to be influenced by diagnostically irrelevant information and/or 113 

disregarding actually informative information (but see also Crupi et al., 2009). In the medical 114 

diagnosis task, this could be manifested as being influenced by a high hit rate without taking 115 

into account a high false-alarm rate.  116 

In the more recent debates, the focus has been on the format in which the information is 117 

presented. As originally shown in a study by Fiedler (Fiedler, 1988) and later further 118 

investigated by Gigerenzer and Hoffrage (1995), it appeared that more people are able to reason 119 

in accordance with Bayes’ rule when all information is given in terms of naturally sampled 120 

frequencies (e.g. “95 out of 100 tested people” instead of “95%”)1. The representation of the 121 

information has to be taken into account since algorithms, these authors claim, are information-122 

format specific. According to their theory, the reason for people’s poor performance on the 123 

medical diagnosis task and similar Bayesian inference tasks is that the cognitive algorithms are 124 

not adapted to compute with normalized frequencies, that is, probabilities or percentages. 125 

Although the problems are mathematically equivalent in the two formats, they are treated 126 

differently by the human mind, which, according to their theory, has evolved to reason with 127 

counts (natural frequencies) of events, but not with percentages or probabilities (normalized 128 

frequencies). The medical diagnosis problem above can be translated to a natural frequency 129 

format as follows: 130 

 131 

Suppose that one person in a population of 1,000 people carries a particular virus. 132 

A diagnostic test for this virus gives a positive test result on the person carrying the 133 

virus as well as for 50 of the 999 healthy persons. What is the chance that a person 134 

with a positive test result actually has the virus, assuming you know nothing about 135 

the person’s symptoms or signs? 136 

 137 

 
1 For notational convenience, we will refer to this as “natural frequencies” throughout the rest of the paper. 
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By formulating the problem in terms of natural frequencies, Gigerenzer and Hoffrage found 138 

that the proportion of correct answers increased to approximately 50% of the cases compared 139 

to 16% with the normalized format. However, the reason why a natural frequency format is 140 

beneficial is still debated. Gigerenzer and Hoffrage’s argument based on the evolution of the 141 

human mind has been contested by proponents of the nested-sets hypothesis (Barbey & Sloman, 142 

2007; Sloman et al., 2003). They do not make any claims regarding the evolution of the human 143 

brain but instead base their argument on dual-process theory (Evans & Stanovich, 2013; 144 

Sloman, 1996). They argue that the effect of using frequencies is that it clarifies the probabilistic 145 

interpretation of the problem and makes the nested-set relations between the components 146 

evident. This in turn prompts people to shift from using a primitive associative judgment system 147 

to a deliberate rule-based system. The problem can therefore be formulated in either frequencies 148 

or probabilities but as long as the nested-set relations are transparent base-rate neglect will be 149 

reduced (Sloman et al., 2003).  150 

In addition to using different numerical formats in Bayesian inference tasks, some studies 151 

have also used different visual formats to present the relevant information. In the two examples 152 

above, the information (base rate, hit rate, false alarm rate) was presented in a symbolic format. 153 

Some studies have examined if humans reason differently when this information is also 154 

presented in a pictorial format, for example by using Venn diagrams to represent normalized 155 

frequencies or collections of dots to represent counts. Adding a pictorial representation of the 156 

information has in some cases been shown to enhance participant’s performance (Brase, 2009; 157 

Garcia-Retamero & Hoffrage, 2013). However, the results are mixed and it is clear that not all 158 

visual representations are helpful (Khan et al., 2015). Importantly, pictorial representations can 159 

also be used as a way of providing probability information to participants without giving them 160 

exact numbers (see, e.g.,  Harris, Corner, & Hahn, 2009; Harris, De Molière, Soh, & Hahn, 161 

2017). The sense of uncertainty that this produces may make the experimental paradigm more 162 

representative for human reasoning in natural environments, where knowledge about base rates, 163 

hit rates, and false alarm rates is rarely exact (Juslin et al., 2009).  164 

 165 

Explanations of base-rate neglect 166 

Although the phenomenon of base-rate neglect has been known since at least the 1950s (Meehl 167 

& Rosen, 1955) the psychological explanation behind it is still a subject of discussion. 168 

Representativeness. The first explanation for the base-rate neglect phenomena was put 169 

forth by Kahneman and Tversky, who suggested that it is caused by people relying on the 170 

representativeness heuristic (Kahneman & Tversky, 1973). They used a task in which 171 
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participants were presented with personality descriptions of people who were drawn from a 172 

population consisting of a known proportion of lawyers and engineers. Based on the personality 173 

descriptions the participants were to predict if the randomly drawn individual was a lawyer or 174 

an engineer. The result was that people in general disregarded the base rate proportions of 175 

lawyers and engineers and based their predictions only on the personality descriptions. 176 

Kahneman and Tversky’s explanation was that people predict by representativeness: that they 177 

assess the representativeness (or similarity) of the personal description to the prototypical 178 

member of the professional categories (e.g., of a lawyer). The same argument can potentially 179 

be made to explain the base-rate neglect in the medical diagnosis task; the probability 180 

assessment would then be based on how representative a positive test outcome is for a diseased 181 

versus a healthy person. If it is considered more representative for a diseased person then the 182 

probability that the person has the virus is predicted to be high. Although there have been 183 

attempts to formulate the representativeness heuristic into a computational model (Bordalo et 184 

al., 2020; Dougherty et al., 1999; Juslin & Persson, 2002; Nilsson et al., 2008), its application 185 

to the sort of base-rate task considered here has not been examined. A problem with the 186 

representative heuristic is that it predicts that base rates are always ignored entirely. However, 187 

many experiments suggest that base-rate neglect is not an all-or-nothing phenomenon, but can 188 

differ in severity based on moderating factors, such as the format in which the problem is 189 

presented.  Hence, although the representative heuristic can possibly account for the base-rate 190 

neglect in some tasks, there is no obvious mechanism that accounts for the moderating factors.  191 

Heuristic toolbox. Gigerenzer and colleagues claim that as long as the information is 192 

presented in the appropriate natural frequency format people often make the appropriate 193 

computations and do not commit the base rate fallacy (Gigerenzer & Hoffrage, 1995). If, 194 

however, the information is presented in a normalized format people will rely on different non-195 

Bayesian heuristics, such as reporting the hit rate or the difference between the hit rate and the 196 

false alarm rate, some of which will lead to base-rate neglect effects. The effects of moderating 197 

factors on base-rate neglect can, in principle, be accounted for by shifts between the different 198 

heuristics, although the exact characteristics of such a mechanism have never been specified.  199 

Linear-additive integration. On this view, biases are due to people using strategies that 200 

are well adapted to the cognitive constraints and to the constraints of a noisy real-life 201 

environment. People have been shown to be inclined to combine information in a linear and 202 

additive manner (Juslin et al., 2008, 2011). In the context of the medical diagnosis task this 203 

means that, to varying degrees, participants have the basic  understanding that the base rate and 204 

the hit rate (and to some extent the false alarm rate) are relevant to the posterior probability, but 205 
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left with unaided intuitive integration of this information they tend to engage in additive rather 206 

than multiplicative integration. Base-rate neglect arises when a participant assigns too little 207 

weight to the base rate in comparison to the optimal weight (i.e., the weight that produces the 208 

best linear-addition approximation of the Bayesian responses). The moderating factors on base-209 

rate neglect are accounted for by people using various contextual cues to determine the 210 

weighting of the base-, hit-, and false alarm rate. In sequential belief revision tasks it has long 211 

been known that rather than relying on Bayesian integration people tend to average the “old” 212 

and the “new” data (Hogarth & Einhorn, 1992; Lopes, 1985; Shanteau, 1975).  213 

Random noise in judgment. A different explanation of base-rate neglect starts off with 214 

the proposition that people, in principle, process information according to the rules of 215 

probability theory. However, it is assumed that the input and/or the output is subject to random 216 

noise that produces regression-like effects that may look as if base rates are being neglected. 217 

The effects of moderating factors can to some extent be accounted for by changes in the 218 

magnitude of the random noise. There is a long string of models that fall in this category, with 219 

the “Probability theory plus noise” model (Costello & Watts, 2014) being the most well-known. 220 

Recently, a reinterpretation of this model has been proposed in the form of a “Bayesian 221 

sampler” model (e.g., Sanborn & Chater, 2016; Zhu, Sanborn, & Chater, 2020). 222 

A Skeptic Bayesian. Lastly, we introduce a variation to the view that people are in 223 

principle adhering to probability theory. The “Skeptic Bayesian” is a decision maker who 224 

integrates information according to Bayes’ theorem, but takes the stated values with “a pinch 225 

of salt” that are dampened against the observer’s own priors. This would be a rational strategy 226 

for an observer who believes that stated proportions are often more extreme than the true 227 

underlying parameters. For example, through experience, an observer may have come to 228 

appreciate that a stated proportion of .99 is more likely to err by being too high than by being 229 

too low and may, therefore, adjust it to a lower value. Moderating factors can presumably, at 230 

least to some extent, be accounted for by differences in the dampening priors that operate. This 231 

model also bears resemblances with a recently proposed variant of the Bayesian sampler model 232 

(Zhu et al., 2020). There are no previous empirical tests of this model but it is related to at least 233 

one model that have been used in previous studies. Birnbaum and Mellers (Birnbaum & 234 

Mellers, 1983) introduced a “subjective Bayesian model” in which objective probabilities are 235 

transformed to subjective probabilities in an at least conceptually similar manner as in our 236 

study. The exact implementation is however quite different from the Skeptic Bayesian; while 237 

the skeptic Bayesian has 7 free parameters, Birnbaum and Mellers’ subjective Bayesian model 238 

has 22 free parameters. 239 
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 240 

Limitations in current literature 241 

The medical diagnosis task and its many variants have been manipulated in several ways and 242 

used in numerous studies. While these studies have provided key insights into how humans 243 

reason with probabilities, they have also left many questions unanswered. Firstly, since many 244 

studies used only one trial, very little is known about individual’s decision strategies. These 245 

strategies are best studied using cognitive modelling at the level of individuals, which, 246 

obviously, is not possible when having only a single datapoint. Furthermore, many of the 247 

previous studies have only examined problems similar to the ones used in the examples above, 248 

that is, problems with an extremely low base rate (often 1/1000), a hit rate close or equal to one, 249 

and a false alarm rate close to zero (e.g., Khan et al., 2015; Sloman et al., 2003). Although there 250 

are studies that tested participants on more than one trial (e.g., Fischhoff et al., 1979; Gigerenzer 251 

& Hoffrage, 1995; Juslin et al., 2011), none so far have performed a systematic exploration of 252 

the whole space of possible stimulus values. Consequently, it remains unknown how 253 

representative the results obtained in a rather extreme “corner” of this space are for human 254 

reasoning in general.  255 

Other factors that have not always been taken into consideration are the various 256 

limitations  inherent to biological information processing, such as neural noise (Faisal et al., 257 

2008), the cost of neural computation (Lennie, 2003), and limits on the precision with which 258 

neural systems can approximate optimal solutions (Beck et al., 2012). These limitations will 259 

cause imperfections in the decision process and their collective effect can be thought of as a 260 

form of “decision noise”. This resulting variability is not only believed to be a major source of 261 

errors in perception (e.g., Drugowitsch, Wyart, Devauchelle, & Koechlin, 2016; Stengard & 262 

Van Den Berg, 2019), but may potentially also explain, at least in part, many of the biases that 263 

have been found in cognition (Erev et al., 1994; Hilbert, 2012). Building on that research, 264 

Costello and Watts have proposed that people’s probability judgments follow the laws of 265 

probability theory but are affected by random noise (Costello & Watts, 2014, 2016, 2018). If 266 

decision noise is not taken into account in the medical diagnosis task, any participant with noise 267 

in their decision process will be classified as non-Bayesian, even if the participant was using a 268 

Bayesian strategy. Gigerenzer and Hoffrage (Gigerenzer & Hoffrage, 1995) showed that 269 

`Bayesian’ answers increased when the task was written in natural frequencies instead of 270 

probabilities. They interpreted this as evidence that the mind is adapted to reasoning with 271 

frequencies, but not with probabilities. However, an alternative explanation that cannot be 272 
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excluded unless the effects of noise are studied, is that the normalized format may lead to noisier 273 

computations of Bayes’ rule rather than an abandonment of it. 274 

Lastly, the method used in most previous studies has been to manipulate how the problem 275 

is presented and then see how the participant’s performance changes. What is lacking is an 276 

exploration of what kind of strategies people use to solve the task in the different formats. This 277 

can be examined using formal model comparison methods, which have been rare in this field 278 

(but see, e.g., Birnbaum & Mellers, 1983; Juslin et al., 2011).  279 

 280 

Purpose of the present study 281 

In sum, the previous literature on human reasoning with conditional probabilities suffers from 282 

a number of limitations. First, studies have often only used a single trial. Second, the base rate, 283 

hit rate and false alarm rate used in that trial are often only given values from one extreme 284 

corner of the stimulus space where the base rate is very low. Third, decision noise was typically 285 

not taken into consideration. Fourth, the focus has been on describing the performance on this 286 

task and not on describing which strategies people are using to solve it. To address these issues, 287 

we used an approach where the participants performed several trials of the task allowing for a 288 

larger exploration of the stimulus space. We used the medical diagnosis task with both 289 

normalized format and natural frequency format and systematically explored a large part of the 290 

space of possible stimulus values. We also varied the presentation format by adding a condition 291 

with pictorial representations of the base rates, hit rates, and false alarm rates, which allowed 292 

for testing whether decision making strategies differ when the judgments are based on uncertain 293 

assessments rather than exactly stated numbers. Finally, to go beyond describing people’s 294 

performance and examine the kind of strategy they are using we employed a cognitive 295 

modelling approach comparing five models that represent different hypothesized cognitive 296 

mechanisms. 297 

 298 

Methods 299 

Data sharing 300 

The data is available at https://osf.io/3vkad/ 301 

 302 

Participants 303 

Forty participants (31 female, 9 male; mean age 25.6 years, age span 20-45 years) were 304 

recruited from the student population at the Department of Psychology at Uppsala University. 305 

https://osf.io/3vkad/
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These participants were distributed across the two conditions with pictorial stimuli (see below 306 

for further description) and were compensated with cinema tickets or gift vouchers with a value 307 

equivalent to approximately $10 per hour. The two conditions with symbolic stimuli were 308 

carried out using the crowd-sourcing service Amazon Mechanical Turk (MTurk), for which a 309 

total of 189 participants were recruited. The qualification requirement for participating in the 310 

study were a Human Intelligence Task (HIT) approval rate greater than 98% and Number of 311 

HITs approved greater than 5000. Seven of these participants were excluded, because they did 312 

not complete the whole experiment. All analyses were performed on the data from the 313 

remaining 182 participants (65 female, 115 male, 2 other; mean age 34.1 years, age span 19-314 

70). Participants were compensated $5 for their participation for approximately 30 minutes of 315 

work.  316 

 317 

Experimental task  318 

On every trial, participants received information about the base rate (BR) of a fictitious virus in 319 

a fictitious hospital. They were also informed about the hit- and false-alarm rates of a medical 320 

test designed to detect the existence of the virus. The task was to estimate the probability that a 321 

randomly chosen person from the hospital who had received a positive test result actually had 322 

the virus. Participants provided their answer in percentages in all of the conditions2. In the 323 

symbolic tasks the response was given by typing the numbers on a keyboard and in the pictorial 324 

tasks by clicking on a number line. Within each participant, we factorially crossed five base 325 

rates (0.1, 0.3, 0.5, 0.7, 0.9), three hit rates (0.5, 0.7, 0.9), and three false alarm rates (0.1, 0.3, 326 

0.5), resulting in a total of 45 trials. Note that the stimulus values were restricted to the 327 

“sensible” part of the stimulus space in which the hit rates were at least 50% and false alarm 328 

rates were at most 50%. Between participants, we factorially crossed two frequency formats 329 

(“natural frequency” and “normalized frequency”) and two visual presentation formats 330 

(“symbolic” and “pictorial”).  331 

The two conditions with symbolic presentation format (Figure 1A-B) were similar to how 332 

information was presented to participants in most previous studies using the medical diagnosis 333 

task. In this presentation format, base rates, hit rates, and false alarm rates were all presented 334 

numerically. In the two conditions with the pictorial presentation format (Figure 1C-D), the 335 

information was represented by means of “probability matrices” similar to the ones used by 336 

Harris et al. (Harris et al., 2009, 2017). In these matrices, every single square represents a 337 

 
2 While they were allowed to provide decimal precision, all participants provided their responses as integer 

numbers. 
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person. The colour of the square signaled whether the person had the virus (red) or not (green) 338 

and the presence of a plus sign represented a positive result on the medical test. Each matrix 339 

consisted of 27 by 27 squares, which presumably was large enough to discourage participants 340 

from explicitly counting them. Stimuli were generated using the Psychophysics Toolbox 341 

(Brainard, 1997) for Matlab. In the tasks with normalized format, the participants were shown 342 

three matrices, separately representing the base rate, hit rate, and false alarm rate (Figure 1C). 343 

For the natural-frequency tasks, all the information could in principle be presented within a 344 

single matrix, but to increase visibility the hit rate and the false alarm rates were separated on 345 

the screen (Figure 1D). 346 

 347 

 348 

Experimental procedure 349 

Symbolic task conditions. Data for these two conditions were collected online, using the 350 

Amazon Turk platform. The task consisted of 45 trials in which information was presented 351 

either in terms of natural frequencies (91 participants; Figure 1A) or as proportions (91 352 

participants; Figure 1B). We randomized the trial sequence and then kept it the same for all 353 

participants. The starting point in this sequence varied between participants, in such a way that 354 

every test item was presented as the first trial for at least two participants. The participants in 355 

these conditions received general information about the experiment and gave informed consent 356 

before starting the task. They were encouraged to make their best judgments and performed the 357 

45 trials in a self-paced manner. They were also informed that they were not allowed to use any 358 

Figure 1 | Experimental design. Illustration of one trial in each of the four conditions. Top left:

symbolic probability format. Top right: symbolic natural frequency format. Bottom left: pictorial

probability format. Bottom right: pictorial natural frequency format. The pictorial examples are

screenshots from the actual experiment, while the symbolic examples are translations of the

original stimuli (which were presented in Swedish).

Symbolic 

format

Normalized format Natural frequency format

70% of people at this hospital have the virus.

Among those who do have the virus there is a

50% chance of getting a positive test result.

Among those who don’t have the virus there

is a 30% chance of getting an incorrect

positive result.

70 out of 100 people at this hospital have the

virus. Among the 70 persons who have the

virus 35 will be getting a positive test result.

Among the 30 persons who don’t have the

virus 9 will be getting an incorrect positive

test result.

Pictorial 

format

A

C D

B
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kind of calculator. Completion time varied strongly across participants, from 5 to 76 minutes 359 

(Mdn = 16 min). 360 

Pictorial task conditions. The conditions with pictorial stimulus presentations were 361 

conducted in the lab. At the start of the session, the participant received general information 362 

about the experiment and gave informed consent. Thereafter, the experimenter left the room 363 

and the participant would start the experiment. Each participant performed the experiment with 364 

information presented to them either in natural frequency format (20 participants; Figure 1C) 365 

or in normalized format (20 participants; Figure 1D). The same 45 items as in the symbolic task 366 

were used, but now presented twice and with the trial order randomized per participant. 367 

Participants performed the experiment in a self-paced manner. Completion times varied from 6 368 

to 69 minutes (Mdn = 17 min).  369 

Discrimination task. After the main task, the participants in the pictorial conditions 370 

performed an additional discrimination task with 200 trials in which they were shown a single 371 

matrix (identical to the ones used in the main task) and were asked to estimate the proportion 372 

of squares that had plus signs on them. This task was used to assess the level of noise in the 373 

participant’s estimations of the base rates, hit rates, and false alarm rates and was later used to 374 

put a constraint on the model parameters in the main task.  375 

Control task. To verify that our paradigm is able to reproduce the original findings of 376 

base-rate neglect, we also collected data (N = 100) on a task with a single trial with the same 377 

stimulus values as the classical formulation of the task, base rate = 0.1%, hit rate = 100%, false 378 

alarm rate = 5% using symbolic presentation. 379 

 380 

Models 381 

To obtain insight into the strategies that participants used to solve this task, we fitted three types 382 

of process model to the experimental data: two Bayesian integration models, a linear-additive 383 

integration model, and two heuristics-based models. Each model implements a decision process 384 

that maps a triplet of observed input values (BR, HR, FAR) to a predicted response, R. This 385 

mapping consists of two stages (Figure 2). First, a deterministic integration rule is applied to 386 

map the input triplet to a decision variable d. Thereafter, a response R is generated by adding 387 

Gaussian “decision” noise to the log-odds representation of the decision variable (Zhang & 388 

Maloney, 2012). This noise is meant to capture imperfections in the decision strategies, such as 389 

those caused by neural noise and limitations in the amount of available neural resources. The 390 

standard deviation of this noise distribution, denoted σ, was a free parameter in all models. The 391 
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five tested models differed only with respect to the integration rule – the decision noise process 392 

was identical in all of them. 393 

 394 

 395 

 396 

Model 1: Imperfect Bayesian. This model originates in a long tradition of normative theories 397 

arguing that human cognition is based on Bayesian inference strategies (Griffiths & 398 

Tenenbaum, 2006; Oaksford & Chater, 1994; Tenenbaum et al., 2011). The Bayesian strategy 399 

for the experimental task is to calculate the posterior probability estimate via Bayes’ rule. The 400 

response of this model is computed as 401 

 
( )1

BR HR
R

BR HR BR FAR



= +

 + − 
, 402 

where the first term on the right-hand side is the decision variable and the second term, ε, 403 

is the decision noise. This “imperfect” Bayesian model has in common with standard Bayesian 404 

models that it assumes that observers integrate information in accordance with Bayesian 405 

decision theory. However, it differs from those models in the sense that it allows for 406 

imperfections in the execution of this integration, due to factors such as neural noise and limits 407 

in the amount of available cognitive resources. We found in previous work that this type of 408 

Figure 2 | Schematic overview of the process models considered in this study. On each

trial, the model receives three inputs (BR, HR, FAR). These inputs are mapped to a decision

variable, d, through a deterministic integration process that differs between models. Finally,

the decision variable is mapped to a response, R, by corrupting it with Gaussian noise. Vector

θ specifies the model parameters related to the integration process and σ is the standard

deviation of the late noise distribution. Note that in the tasks with the pictorial input format, we

assume that there is also noise on the stimulus inputs before they are integrated (see text for

details).
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model captures human behavior (on a visual search task) better than the standard Bayesian 409 

model and all tested suboptimal heuristic models (Stengard & Van Den Berg, 2019).  410 

This model shares similarities with the “Probability theory plus noise” model by Costello 411 

and Watts (Costello & Watts, 2014, 2016, 2018). The main difference is that the model by 412 

Costello and Watts puts the noise on the input representations (before integration), while we 413 

put it on the decision variable (after integration)3. Although it has been repeatedly proposed in 414 

the literature that base-rate neglect could be a side effect of random noise (Costello & Watts, 415 

2018; Erev et al., 1994; Hilbert, 2012; Juslin et al., 1997), the hypothesis has rarely been 416 

subjected to empirical tests in experiments with cognitive modeling.  417 

Model 2: Skeptic Bayesian. In addition to the Imperfect Bayesian model, we fitted a 418 

version that we call the “Skeptic Bayesian”. This model represents a Bayesian observer with 419 

prior beliefs about base rates, hit rates, and false alarm rates in the context of viruses and 420 

medical tests. Instead of fully trusting the information provided by the experimenter, the skeptic 421 

Bayesian combines that information with its own priors before applying the integration rule. 422 

We modelled this skepticism by introducing Beta distributed priors on the base rate, hit rate, 423 

and false alarm rate, which are specified by six free parameters: αBR and βBR for the prior belief 424 

distribution over base rates; αHR and βHR for the prior belief distribution over hit rates; and αFAR 425 

and βFAR for the prior belief distribution over false alarm rates. These parameters can be 426 

interpreted as counts of prior outcomes that the observer has witnessed. For example, αBR=20 427 

and βBR=180 would represent an observer who has witnessed 20 persons that did have a virus 428 

and 180 that did not. When this observer is told in the experiment that “25 out of 100 people in 429 

this hospital have the virus”, she combines this information with her prior, which in this 430 

example would give a believed base rate equal to (20+25)/(200+100)=0.15. The model assumes 431 

that the information provided on each trial is based on a sample of 100 observations. Hence, if 432 

on a trial in the “normalized format” variant of the task it is stated that “Among those who do 433 

have the virus, there is a 90% chance of getting a positive test result”, the model will use 90 434 

and 10 as counts for the hit rate.  435 

Model 3: Linear additive integration. The third model is based on findings from research 436 

on multiple-cue judgment tasks (e.g. estimate the price of an apartment based on its size, 437 

number of rooms, and floor) (Brehmer, 1974; Juslin et al., 2008). This research suggests that 438 

people tend to combine cues by linearly weighting and adding them. Since the task in the present 439 

 
3 We also tested a variant of the imperfect Bayesian model with noise on the input variables and found that 
they are indistinguishable in terms of goodness of fit. 
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study can be seen as such a task (with BR, HR, and FAR as cues), it is conceivable that 440 

participants used this strategy. Under a linear-additive integration rule, the process model takes 441 

the form  442 

 443 

 
BR HR FARR w BR w HR w FAR = + + + , 444 

where the weights wBR, wHR and wFAR determine how much each piece of information 445 

contributes to the estimate of the posterior. The weights are fitted as free parameters with an 446 

unconstrained range. The linear additive account of base-rate neglect is both indirectly 447 

supported by the literature on multiple-cue judgment (Brehmer, 1994) and directly supported 448 

by the results from computational modeling on base-rate problems (Juslin et al., 2011).   449 

Model 4: Heuristic toolbox The fourth model that we test is based on four heuristics that 450 

Gigerenzer and Hoffrage (Gigerenzer & Hoffrage, 1995) derived from self-reported strategies 451 

of a large number of participants performing a task similar to the one we use here. The first of 452 

these is the “joint occurrence” heuristic, which approximates the posterior as the product of the 453 

base rate and the hit rate, d=BR×HR. This will generally underestimate the true posterior, but 454 

can serve as a decent approximation when BR is high, which according to Gigerenzer and 455 

Hoffrage is the kind of situation in which people use this heuristic. The second heuristic entirely 456 

ignores BR and FAR and simply approximates the posterior as the HR, d=HR. This “Fisherian” 457 

heuristic leads to the same result as Bayes’ theorem when the base rate of the virus is equal to 458 

the base rate of positive test outcomes, that is, when p(v) = p(t). Therefore, Gigerenzer and 459 

Hoffrage argue that people use this heuristic more frequently when the difference between p(v) 460 

and p(t) is small. The final two heuristics – referred to as “Likelihood subtraction” – are variants 461 

of an algorithm that ignores the base rate and seems to have been the predominant choice by 462 

participants in previous studies (Cosmides & Tooby, 1996). The first variant takes the 463 

difference between the hit rate and the false alarm rate, d=HR−FAR. The second variant is a 464 

simplification of this rule, in which the hit rate is assumed to be equal to 1, such that d=1−FAR.  465 

A key difference between these and the previous models is that it adjusts the integration 466 

rule to the situation. This adds an extra step to the general model shown in Figure 2, namely 467 

that of choosing which integration rule (heuristic) to use on any given trial. While there are 468 

many different ways to do this, a general assumption underlying heuristic decision-making 469 

models is that people use heuristics to approximate correct answers without performing 470 

Bayesian or other complex computations. Therefore, it seems reasonable to assume that the 471 



17 

 

most likely heuristic used by a participant is the one that best approximates the correct answer 472 

on that trial. Under this assumption, the process model takes the form 473 

 
heuristic

heuristic

Bayesargmin
i

i
d

R d d 
 

= − + 
 

, 474 

where heuristic

id , 1 ≤ i ≤ 4, refers to the decision variables related to the four heuristic rules and 475 

dBayes is the optimal (correct) decision variable and |∙| is the absolute value operator. The argmin 476 

operator selects the decision variable that most closely approximates the correct (Bayesian) 477 

decision variable. 478 

Model 5: Lexicographic model. The final model that we tested is a “lexicographic” 479 

variant of the Heuristics Toolbox model. It uses the same four decision heuristics, but with a 480 

different way of choosing which one to use on each trial. Instead of choosing the objectively 481 

best heuristic for the given situation (Model #4), the lexicographic model assumes that 482 

participants consider the informativeness of each cue (HR, BR, FAR) in turn until a sufficiently 483 

informative cue is found. The order in which the model considers the cues is informed by the 484 

general pattern in the literature, which has shown that people respond strongly to hit rates, to 485 

some extent to the base rates, but rarely to the false-alarm rates. Therefore, the model first 486 

checks the value of the HR. If it is considered to be sufficiently informative about whether the 487 

event will happen (i.e., if it deviates sufficiently from .5), the participant simply reports the HR, 488 

in accordance with the Fisherian heuristic introduced above. If the HR is not sufficiently 489 

informative, it is assumed that the participant next considers whether the BR is informative 490 

about whether the event will happen (i.e., is far from .5) and reports it if it is. If neither the HR 491 

nor the BR is highly informative by itself and also the FAR is uninformative (i.e., close to .5), 492 

the participant reports HR×BR, as according to the Joint Occurrence heuristic introduced above. 493 

Finally, if FAR is very informative (i.e., far from .5), the participant integrates this additional 494 

information and reports the HR – FAR, as according to the Likelihood Subtraction heuristic 495 

above. We define a cue to be informative when it is outside the 0.50 ± δ range, with δ fitted as 496 

a free parameter. Formally, this model is formulated as  497 

 498 

 

if 0.50

if 0.50   &  0.50

if 0.50   &  0.50   &  0.50

otherwise.

HR HR

BR HR BR
R

BR HR HR BR FAR

HR FAR

 

  

   



+  


+    
= 

 +      
 − +

 499 
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 500 

Ecological rationality of the non-Bayesian models 501 

To assess the “ecological rationality” of the three non-Bayesian models, we optimized their 502 

parameters with respect to minimizing the root mean squared error (RMSE) between their 503 

predicted responses and the correct (Bayesian) responses on the 45 trials in our experimental 504 

task (Figure 3). All three models perform reliably better than a randomly guessing observer and 505 

an observer who always responds 0.50, which indicates the models do something sensible. The 506 

optimized linear additive model consistently outperforms the two heuristic models and has a 507 

relatively small error compared to a randomly responding observer and an observer who always 508 

responds 0.50. The optimal weights in the linear-additive model are wBR=1.11, wHR=0.52, and 509 

wFAR=−0.71, which means that the best performance is achieved by giving most weight to the 510 

base rate and least (in absolute terms) to the hit rate.  511 

 512 

 513 

 514 

Parameter fitting and model comparison 515 

We fitted the model parameters by using maximum-likelihood estimation, that is, by finding 516 

for each model the parameter vector θ that maximized ( )
#trials

1

| , , ,i i i i

i

p D BR HR FAR
=

 θ , where Di, 517 

BRi, HRi, FARi, are the participant’s response and the presented base rate, hit rate, and false 518 

alarm rate on trial i, respectively. This maximization was done numerically, by using an 519 

Figure 3 | Best possible performance of the non-Bayesian models on our experimental

task. Accuracy of the three non-Bayesian models on our experimental task, after optimizing

their parameters with respect to minimization of the root mean squared error (RMSE). All

models perform better than a randomly guessing observer (green) and an observer who

responds 0.50 on each trial, but with clear differences between them.
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optimization algorithm based on Bayesian direct search (Acerbi & Ma, 2017). Likelihoods were 520 

computed using Inverse Binomial Sampling (IBS) (van Opheusden et al., 2020), which is a 521 

numerical method that samples responses from the model until it is equal to the participant’s 522 

response. An advantage of this method is that – unlike many other numerical methods – it 523 

guarantees the likelihood estimates to be unbiased4. However, a disadvantage is that it can get 524 

stuck on parameter combinations that are unable to reproduce one or more of the participant’s 525 

responses. To avoid this, we added a free lapse rate λ to each model. To avoid overfitting and 526 

to allow for a fair model comparison, the models were fitted using five-fold cross-validation. 527 

In each of the five runs, a unique subset of 20% of the trials was left out during parameter 528 

fitting. The log likelihood values of the left-out trials were summed across the five runs, 529 

providing a single “cross-validated log likelihood” value per model fit. To reduce effects of the 530 

optimization algorithm sometimes ending up in a local maximum, we performed each fit 20 531 

times with a different starting point in each run. 532 

 533 

Using the discrimination task to constrain the models in the pictorial conditions 534 

In the pictorial conditions, participants estimated the base rate, hit rate, and false alarm rate 535 

from the presented “probability matrices” (Figs. 1C-D). An important difference with the 536 

symbolic condition is that these estimates were likely to be non-exact (or: “noisy”). Previous 537 

research suggests that people are equipped with a dedicated “approximate number system” 538 

(Dehaene, 1992) to make this kind of visual judgments. A well-known finding in that field of 539 

research is that the amount of noise on these estimates scales with the numerosity of the 540 

estimated set, which can be modelled using Weber’s law (Shepard et al., 1975). Instead of 541 

modelling this noise as an additional free parameter in the models for the pictorial conditions, 542 

we estimated the value of this parameter from an independently performed discrimination task 543 

that was similar to typical tasks used in numerosity estimation experiments (see Procedure 544 

above). The value of the noise level parameter was estimated separately for each participant, 545 

by fitting a model that assumed that people’s observations of numerosity are corrupted by 546 

Gaussian noise that scales with the magnitude of the numerosity. 547 

 548 

 549 

 
4The presence of early noise in models fitted to data from the pictorial conditions prohibited us from 
computing likelihoods analytically. 
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Results 550 

Effect of base rate on responses 551 

Control experiment. The control experiment consisted of a single trial in which 552 

participants were presented with the classic formulation of the base-rate neglect task (base rate: 553 

0.1%; hit rate: 100%; false alarm rate: 5%; correct answer: 1.96%). When counting all answers 554 

between 1.8% and 2.2% as correct5 (Sloman et al., 2003), 9% of the participants were classified 555 

as giving the correct answer (Figure 4A). This is consistent with a meta-analysis of 115 556 

previously reported experiments, where the majority of the observed proportions of correct 557 

answers on , his task was below 20% (McDowell & Jacobs, 2017). The modal response in our 558 

control task was “95%” (~20% of the responses), which is also consistent with previous findings 559 

and which is often interpreted as base-rate neglect (Sloman et al., 2003). Hence, the control 560 

experiment successfully replicates earlier findings of base rate neglect. Note, however, that 561 

while the modal response was 95%, a majority of the participants gave an answer that was close 562 

to correct, thus not showing evidence for base rate neglect. 563 

Main experiment. The task in the main experiment was the same as in the control 564 

experiment, except that it consisted of a much larger number of trials and variation in the base 565 

rates, hit rates, and false alarm rates. Accuracy levels differed slightly between the four 566 

conditions of the main task (Figure 4B-C). Bayesian t-tests confirmed that the average 567 

performance was reliably better than that of a participant making random guesses on every trial, 568 

which would produce a mean absolute error of 35 (BF10 > 1.9∙1017 in all four conditions). A 569 

two-way Bayesian ANOVA with mean absolute error as the dependent variable and task format 570 

and presentation format as independent variables revealed strong evidence for an effect of task 571 

format (BFinclusion = 23.19), consistent with previous reports (Gigerenzer & Hoffrage, 1995) that 572 

people are more accurate when the information is presented in terms of natural frequencies (M 573 

= 18.02, SD = 12.34) compared to normalized formats (M = 23.20, SD = 10.20). Moreover, the 574 

same test showed anecdotal evidence against both an effect of presentation format (BFinclusion = 575 

0.46) and an interaction effect (BFinclusion = 0.37). Hence, somewhat unexpectedly, performance 576 

was comparable between the pictorial and symbolic conditions and the advantage of presenting 577 

the information in terms of natural frequencies was also comparable between these two 578 

conditions. 579 

 
5 All participants responded with an integer, meaning that in practice only answers of “2%” were considered 
correct.  



21 

 

One of the main questions of this study is whether the base rate neglect effect generalizes 580 

to inference problems different from the classic one with a high hit rate, a low false alarm rate, 581 

and an extremely low base rate. If all our participants used a decision strategy that ignored the 582 

base rate, then we should find that their average responses are similar across sets of trials with 583 

the same hit- and false-alarm rate values. Our data show that this is clearly not the case (Figure 584 

4C right). In all four conditions, participants on average increased their responses in reaction to 585 

an increase in the base rate and hit rate and decreased their response in reaction to an increase 586 

in the false alarm rate (three-way repeated measures ANOVA6; BFinclusion was so large it 587 

exceeded the numerical precision of JASP for all main effects). Although the participants were 588 

sensitive to the information, they did not adjust their answers enough from a normative 589 

perspective. To examine this in more detail, we quantified each observer’s sensitivity to the 590 

base rate, SBR, as the slope of a linear fit to their responses divided by the slope of a linear fit to 591 

the Bayesian observer’s responses. A participant who entirely ignored the base rate will have a 592 

sensitivity of 0, while a participant who reacted equally strongly to changes in the base rate as 593 

the Bayesian observer has a sensitivity of 1 (Figure 4E). Note that “reacting equally strongly as 594 

the Bayesian observer” does not mean to perform perfectly in accordance with Bayes’ theorem. 595 

It is possible to produce incorrect responses while still adjusting the responses correctly to 596 

accommodate a change in the base rate. See the right plot in Figure 4E for an example of such 597 

a participant. We found that the sensitivity values are largely clustered around 0 and 1 (Figure 598 

4F), which suggests that many of the participants either entirely ignored the base rate or entirely 599 

accounted for it, respectively. This finding is qualitatively consistent with the data obtained 600 

using the classic base-rate neglect task, where we see a similar kind of clustering (Figure 4A). 601 

These results give rise to two preliminary conclusions. First, there are large individual 602 

differences in how participants behave in both the classic formulation of the task and our 603 

generalization of it. This warrants caution when making population-level statements about base 604 

rate neglect. Second, the base-rate neglect effect does not seem to be limited to inference 605 

problems with a high hit rate and extremely low base rate: in both the control task and the 606 

generalized task, participants largely cluster into a group that almost entirely accounts for base-607 

rate neglect and another group that almost entirely neglects base rates. 608 

 
6 The different values of the base rate, hit rate and false alarm rate were entered as repeated measures factors 
and individual subject responses as dependent variable.  
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 609 

 610 

Model comparison 611 

We see two plausible explanations for the individual differences identified above. A first 612 

possibility is that all participants used the same decision-making strategy, but with different 613 

cognitive parameters. For example, they may all have been solving the problems using linear-614 

additive integration, but with individual differences in the weights assigned to the BR, HR, and 615 

FAR. Alternatively, it can be that different participants used categorically different decision-616 

making strategies. For example, some of them may have used a Bayesian strategy while others 617 

used a heuristic strategy. To get insight into the decision strategies used by the participants, we 618 

Figure 4 | Analysis of participants’ sensitivity to base rates. (A) Distribution of responses in the

control experiment. (B) Subject-averaged response accuracy in the main experiment, split by

condition. RMSE = Root Mean Squared Error. (C) Left: Subject-averaged responses binned by the

correct response and split by condition. Right: Subject-averaged responses for each base rate,

collapsed across hit rates and false alarm rates and split by condition. See Appendix for

corresponding plots of hit rate and false alarm rate. (D) Subject-averaged response accuracy for

each base rate, collapsed across hit rates and false alarm rates and split by condition. (E) Left: an

example of a participant whose average response was independent of the base rate; the base rate

sensitivity, SBR, was computed as the ratio between the linear fit slopes. Right: an example of a

participant who responded to the base rate almost equally strongly as the normative observer. (F)

Distribution of sensitivity values across all subjects. BRN = Base Rate Neglect.
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fitted five cognitive models to their individual data sets: two variants of the Bayesian model, a 619 

linear-additive integration model, and two heuristic integration models (see Task and Models 620 

above for details).  621 

Symbolic stimuli. When comparing the models based on their cross-validated log 622 

likelihood values, the Skeptic Bayesian was selected for more participants than any other model 623 

and had the highest group-averaged log likelihood (Figures 5A and 6A). However, just as in 624 

the earlier analysis, we found large individual differences in model preference. In fact, despite 625 

the Skeptic Bayesian being the overall best model, it was the preferred model for less than half 626 

of the participants (71 out of 182, i.e., 39.0%). The linear-additive model was the runner-up 627 

model, being the selected one for a total of 56 participants (30.8%). The imperfect Bayesian 628 

was the preferred model for 33 participants (18.1%), the lexicographic model for 21 participants 629 

(11.5%), and the heuristic toolbox model for only 1 participant (0.6%). Hence, from the 630 

perspective of model classes, the evidence was strongest for the Bayesian integration models 631 

(preferred in 104 participants, 57.1%), weaker for the linear-additive integration model (56 632 

participants, 30.8%), and overall weakest for the heuristic models (22 participants, 12.1%). 633 

Altogether, the modelling results looked very similar between the normalized-frequency 634 

condition and the natural-frequency condition. However, a noticeable difference is that the 635 

Imperfect Bayesian was the preferred model in the condition with the natural frequency format 636 

more than twice as often than in the condition with the normalized format (23 vs. 11 times). 637 

This suggests that more participants acted like a Bayesian when information was presented in 638 

the natural frequency format, which is consistent with earlier literature as well as with the 639 

accuracy difference reported above (Figure 4B). 640 

All models provided decent accounts of the group-averaged responses as a function of 641 

the base rate, but with the Skeptic Bayesian and Linear Additive models again doing visibly 642 

better than the other models (Figures 5B and 6B). This difference was also apparent at the level 643 

of individual trials, where the responses of the Skeptic Bayesian model and the Linear Additive 644 

model were more strongly correlated with the participant responses than the responses of the 645 

other models (Figures 5C and 6C). The explained variance (based on the best-fitting model for 646 

every participant) varied substantially between participants with the median being .66 and .42 647 

for the natural frequency and normalized frequency formats respectively. These values are most 648 

likely underestimated due to the level of random noise in the data as we will see for the pictorial 649 

conditions below. 650 

 651 
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 652 

 653 

Figure 5 | Modeling results for the condition with symbolic stimuli presented in probability

format. (A) Left: Cross-validated model log likelihoods relative to the best model. The preferred

model for each participant is indicated in yellow and the worst models are indicated in blue. For

visualization purposes, participants were sorted in such a way that all participants on which a

particular model was the preferred one would line up (yellow areas). Right: Cross-validated model

log likelihoods relative to the Skeptic Bayesian model, averaged across all participants. Errors bars

indicate 1 s.e.m. (B) Participant-averaged responses as a function of the base rate. Error and

shaded areas indicate 1 s.e.m. (C) Model responses under maximum-likelihood parameters plotted

against participants’ responses. The panels are in the same order as in 5B. For visualization

purposes, each data point was jittered in both directions by Gaussian noise with a standard

deviation of 0.01; r indicates the Pearson correlation coefficient and n the number of responses.
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 654 

 655 

 Pictorial stimuli. The modeling results for the pictorial conditions were very similar to 656 

those for the symbolic conditions. In both the normalized format and natural frequency format 657 

conditions, the Skeptic Bayesian model was again favored for more participants than any other 658 

model, and again with the Linear Additive model as the runner-up (Figures 7A and 8A). 659 

Moreover, these two models accounted well for the group-level responses as a function of base 660 

rate, with the other models doing visibly worse (Figures 7B and 8B). The most striking 661 

difference is that the Skeptic Bayesian is now favored more forcefully, in the sense that it is 662 

selected for 75.0% of the participants (30 out of 40), compared to the 39.0% in the symbolic 663 

conditions. Another difference is that the trial-level correlations between participant and model 664 

responses (Figures 7C and 8C) were lower than in the symbolic conditions. This was expected 665 

Figure 6 | Modeling results for the condition with symbolic stimuli presented in natural

frequency format. This figure follows the same layout as Figure 5.
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because of the presence of early noise in the pictorial conditions. Since every trial was 666 

performed twice in this condition we can compute the true variance in the data and use this to 667 

adjust the estimates of the explained variance by dividing the explained variance with the true 668 

variance. The median adjusted explained variance then become .86 and .74 for the natural 669 

frequency and the normalized frequency format respectively. 670 

 671 

 672 

Figure 7 | Modeling results for the condition with pictorial stimuli presented in probability

format. This figure follows the same layout as Figure 5.
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 673 

Parameter estimates. To further investigate how participants made use of the base rate, 674 

hit rate and false alarm rate in their judgments, we next looked at the estimated weights from 675 

the two best fitting models: The Skeptic Bayesian model and the Linear Additive integration 676 

model. In the Linear-Additive model, we found that too little weight was given to both the base 677 

rate and the false-alarm rate in all four conditions (Figure 9). On average, the hit rate was 678 

weighted correctly, but with large individual differences in the estimated weights. In the Skeptic 679 

Bayesian model, we found large individual differences in the estimated priors (Figure 10). 680 

Hence, from the perspective of this model, our participants had largely varying beliefs about 681 

base rates, hit rates, and false alarm rates.  682 

 683 

Figure 8 | Modeling results for the condition with pictorial stimuli presented in natural

frequency format. This figure follows the same layout as Figure 5.
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 684 

 685 

 686 

 687 

 688 

Analysis of the relation between decision strategies and base rate sensitivity 689 

The results so far suggest that there are large individual differences both in the extent to which 690 

participants accounted for base rates in their decisions (Figure 4F) and in the preferred cognitive 691 

model fitted to their data. We next examined whether these two findings are related: is there 692 

wBR wHR wFARwBR wHR wFAR wBR wHR wFAR
wBR wHR wFAR

Figure 9 | Estimated weights of the linear additive model. Estimated weights for the base rate,

hit rate and false-alarm rate for the linear additive model. Black error bars and dots indicate the

mean and individual weights of participants for whom the linear additive model provided the best fit.

Red error bars and dots indicate the mean and individual weights of all other participants. The

dashed lines indicate the weights of an additive integration model fitted to responses from a

Bayesian decision maker (i.e., the linear additive weights that best approximates the Bayesian

solution).
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any evidence in the modeling results to suggest that participants with little base rate neglect 693 

were using a categorically different strategy than participants with strong base rate neglect? Or, 694 

alternatively, is the strength of base-rate neglect mainly a matter of differences in cognitive 695 

parameter values? To answer this, we replotted the distribution of sensitivity values shown in 696 

Figure 4F, but now color-coded by the best-fitting model for each participant (Figure 11A). We 697 

found that participants with little evidence for base-rate neglect (i.e., SBR values close to 1) were 698 

the ones for which the Bayesian model had been selected as the preferred model. Moreover, 699 

this analysis showed that the Skeptic Bayesian model and the Linear-Additive model competed 700 

for the remaining participants, with the relative success rate of each model being largely 701 

independent of the base-rate sensitivity value.  702 

We next investigated the base-rate sensitivity values produced by the models themselves, 703 

based on the maximum-likelihood parameter estimates obtained above. The results (Figure 704 

11B) show that both the Bayesian model and the Heuristic Toolbox model have difficulties in 705 

explaining low base-rate sensitivity values. In contrast, the remaining three models all seem 706 

able to produce a large range of base-rate sensitivities, including the Lexicographic model. 707 

Hence, the extremely poor performance of the Lexicographic model (see previous section) is 708 

not due to an inability to predict certain levels of base-rate neglect but must stem from other 709 

problems.  710 

 711 
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 712 

 713 

Frequency of heuristic decisions 714 

The Heuristic Toolbox and Lexicographic models tested above incorporate a variety of heuristic 715 

decision rules (“Report the HR”, “Report 1-FAR”, etc). We found that both models provide 716 

relatively poor descriptions of the data. One possible explanation is that participants did 717 

generally not use the tested heuristics in their decision making. However, another possibility is 718 

that participants used a selection rule (which heuristic to use on which trial) that differed from 719 

the selection rules in the Heuristic Toolbox and Lexicographic models. To further investigate 720 

this, we counted for each participant in the two conditions with symbolic stimuli how many of 721 

their responses coincided with a heuristic decision. Even though not used in any of the tested 722 

models, we added “Report FAR” as an additional heuristic in this analysis. The results (Figure 723 

12) showed that in both conditions approximately half of the responses were consistent with 724 

the disjunction of the five heuristics, while the other half were inconsistent with all five 725 

heuristics.  Hence, even if we had a model to magically predict what specific heuristic will be 726 

used on a given trial – which we do not have – a heuristic-based model can never explain more 727 

than half of the responses in these data, unless additional processes are added.  728 

 729 

Figure 11 | Relation between decision strategies and base rate sensitivity. (A) The

distribution of base rate sensitivity values (cf. Figure 4F), color-coded by the best-fitting model

for each participant. Participants who showed little evidence of base-rate neglect (i.e.,

participants with SBR values close to 1) are best accounted for by the Bayesian model. For the

remaining participants, there is a competition between mainly the Skeptic Bayesian and Linear-

Additive models, both of them able to account for a large range of sensitive values. (B) Model-

based distributions of base-rate sensitivity values, computed from simulated responses under

maximum-likelihood parameter estimates. Note that the graphs in the top row have a differenton

the y-axis than those in the bottom row.
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 730 

 731 

Carry-over effects 732 

Since the participants performed multiple trials it is possible that they adjusted their responses 733 

based on their previous trials, which may have led to patterns in the data that might not had 734 

been there if they had performed only one trial. To examine whether this was the case we 735 

analyzed performance as a function of trial number in the MTurk data. These data had been 736 

collected in such a way that every item was presented as the first trial for at least two 737 

participants, as the second trial for two other participants etc. If performing multiple trials 738 

improved performance, the correlation between participants’ responses and the correct 739 

responses should increase over trials. This was not the case (Figure 13). We also compared the 740 

RMSD of the first trial with that of all consecutive trials. For both the normalized- and natural 741 

frequency format, a one sample Bayesian t-test showed that the RMSD of the first trial is not 742 

larger than the rest (BF0- = 19.70 and BF0- = 61.86 in favor of the null hypothesis). Both these 743 

results suggest that the decision strategies employed by the participants were stable over trials, 744 

including the first one.  745 

 746 

 747 

Figure 12 | Distribution of participant responses in the two conditions with symbolic

stimuli. The proportion of participant responses that were equal (in two decimal places) to a

heuristic compared to all other responses in the four conditions. Each bar corresponds to one

participant. The black rectangles indicate the mean for each group of responses. In both
conditions, approximately half of the responses coincided with one of the heuristics.
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 748 

Discussion 749 

In this study, we used a cognitive modelling approach to examine the strategies used by 750 

participants performing four versions of the classical medical diagnosis task. Unlike most 751 

studies using this task, we tested participants on a large range of different combinations of base 752 

rates, hit rates, and false alarm rates. Just as in previous studies, we found strong indications for 753 

base rate neglect, but with large individual differences in the severity of neglect and with a 754 

substantial number of participants not showing any signs of neglect. Moreover, we found 755 

indications that participants on average made proper use of the hit rate but underused the false-756 

alarm rate (Figure 9). However, we also found strong individual differences in this respect. The 757 

individual differences were reflected in the model comparison results, which showed that there 758 

was not a single model that described the data well for all participants. While the Skeptic 759 

Bayesian was the preferred model for more participants than any other model, it was still the 760 

case that for about half of the participants one of the other models was preferred, in many cases 761 

by large margins. This heterogeneity warrants caution in drawing strong group-level 762 

conclusions about base rate neglect and indicates that this phenomenon is best studied at the 763 

level of individuals. Moreover, the success of the Skeptic Bayesian suggests that neglecting 764 

base rates might not be the main cause of people’s reasoning errors; for a large number of 765 

participants, an alternative explanation could be that they reason in a way that resembles the 766 

application of Bayes rule, but affected by prior beliefs about base rates, hit rates, and/or false 767 

alarm rates. Since the incorporation of prior beliefs lies at the heart of Bayesian reasoning one 768 

could argue, somewhat ironically, that what has long been considered the Bayesian strategy to 769 

Figure 13 | Pearson product-moment correlation coefficients

between the participants’ responses and the correct responses, as a

function of trial number. Correlations were computed separately for

every trial number. Left: Normalized format. Right: Natural frequency

format.
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solving the medical diagnosis task may be a mischaracterization of Bayesianism: it represents 770 

an observer who either has no prior experiences or completely ignores them. 771 

Finally, even though the symbolic and pictorial tasks at first glance might seem rather 772 

different, the participants on average seemed to use the same kind of strategies to solve the 773 

tasks. This is an interesting finding since even though the underlying task structure was identical 774 

in the symbolic and the pictorial versions of the task, the judgments were based on exactly 775 

stated numbers in the symbolic condition and on uncertain assessments in the pictorial condition 776 

demanding the participants to reason under uncertainty. 777 

 778 

Generality of the base-rate neglect effect 779 

One of the main aims of this study was to examine whether previous reports of the base rate 780 

neglect phenomenon are specific to reasoning under extremely low base rates and high hit rates, 781 

or a more general property of human probabilistic reasoning. We found that signs of base rate 782 

neglect were present throughout the tested space of problems and to a similar degree as in the 783 

control experiment. Both in the control and in the main experiment there were two clusters of 784 

participants: those who seemed to largely ignore the base rate and those who seemed to account 785 

for it well. Particularly in the main experiment there was also a third group of participants who 786 

were spread relatively evenly between the two ends of the spectrum indicating large individual 787 

differences. In Figure 11 we can see that the Imperfect Bayesian accounts for the majority of 788 

participants clustered around SBR = 1 while the Skeptic Bayesian and the Linear additive model 789 

account for the participants clustered close to SBR = 0. This means that most of the participants 790 

who managed to make appropriate use of the base rates also integrated the information in 791 

accordance with Baye’s theorem while the participants who neglected the base rate to a larger 792 

extent were best described with Skeptic Bayesian or Linear additive integration. 793 

While the results from the control experiment replicated the findings from previous 794 

studies one must keep in mind that there were large individual differences regarding to what 795 

degree, if at all, an individual neglected the base rate. Since it is often only the averaged 796 

responses in the form of percentage correct or the modal response that is presented in papers it 797 

begs the question of how much of this individual variation is present also in previous studies 798 

who made strong claims of base-rate neglect. Due to the individual differences both in the 799 

control task and the main task of our study one needs to be careful about making population-800 

level statements of base-rate neglect. 801 

 802 
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Cognitive mechanisms behind base-rate neglect: the skeptic Bayesian 803 

Despite large individual difference, the skeptic Bayesian seemed to have a clear advantage in 804 

model selection over the other models. But what does it mean for a participant to be a skeptic 805 

Bayesian? For the participants who were insensitive to base rates (low SBR-values in Figure 4F) 806 

it would mean that they had strong priors for the base rate and therefore did not base their 807 

estimate on the base rate given in the task. The estimated parameter values are however slightly 808 

puzzling (Figure 10): on average they are around 0.5 but the individual values are spread 809 

relatively evenly between 0 and 1. In terms of skeptic Bayesians, this means that the participants 810 

had very different prior beliefs regarding the prior of the base rate, hit rate and false-alarm rate. 811 

While this is entirely possible, it raises a red flag: if our participants had really been skeptic 812 

Bayesians with sensible prior beliefs, wouldn’t we expect more homogeneous estimates in a 813 

pool of participants that presumably share very similar experiences?  814 

If one were to take the evidence for the Skeptical Bayesian at face value, the interpretation 815 

would be that while people appear to combine the available information in a Bayesian way, 816 

they have wildly different beliefs regarding the prevalence of viruses and the sensitivity and 817 

specificity of medical tests. While their inference strategy is Bayesian one would be hard 818 

pressed to say that their decisions are in any way optimal.  819 

Even though the skeptic Bayesian performs well in model comparison and could be a 820 

promising “middle ground” between perfect Bayesianism and heuristic-based decision making, 821 

it remains to be seen how viable of an explanation it is for base rate neglect. Since we used 822 

cross-validation, we deem the risk of overfitting as small, but there is still a possibility that there 823 

is another, yet-to-be-modeled mechanism underlying these participant decisions. While the 824 

Skeptic Bayesian may capture the main mathematical features of that mechanism, it could 825 

conceptually be very different.  826 

 827 

Cognitive mechanisms behind base-rate neglect: linear additive integration 828 

The model assuming linear additive integration accounts for the performance of a substantial 829 

portion of the participants. On this view, people typically have a qualitative understanding that 830 

both the evidence and base-rate is relevant in base-rate problems, but – as often observed in 831 

other multiple-cue judgments tasks – they spontaneously add up the cues, rather than engaging 832 

in the multiplication prescribed by probability theory (Juslin et al., 2009). This suggests that 833 

from long experience with the world, people may have normative insights at a general 834 

qualitative level, but they are unable to perform the normative mathematical integration when 835 
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presented with symbolic representations of probability. This interpretation is vindicated by the 836 

observation that, also after explicit tutoring and instruction on how to compute the posterior 837 

probability from Bayes’ theorem in base-rate problems, people are better described by linear 838 

additive integration models than by the normative integration model (Juslin et al., 2011).    839 

One potential criticism of the linear additive model concerns its flexibility; that its good 840 

fit is consistent with a wide array of apparently different strategies, ranging from exclusive 841 

weight on the hit-rate or base-rate, over the integration of pairs of components, to the weighting 842 

of all three components optimal for approximating Bayes’ theorem. One could, however, argue 843 

that this accurately captures the richness and variety of the strategies used. Some participants 844 

indeed report the hit-rate directly (which is manifested by all weight on the hit-rate in the linear 845 

additive model); others take the hit-rate into account, but adjust it in view of the low base-rate 846 

(yielding non-zero weights for these components), whereas some participants appreciate the 847 

normative significance of all three components and integrate them as best they can. This may 848 

be determined by a variety of properties of the individuals, like their knowledge of probability, 849 

and triggered to a smaller and larger extent by various contextual cues as to what is relevant 850 

(Ajzen, 1977; Bar-Hillel, 1980; Birnbaum & Mellers, 1983; Fischhoff et al., 1979; Fishbein, 851 

2015; Goodie & Fantino, 1999). The strategies are effectively identified by the parameters of 852 

the model and the common cognitive claim by the model is that people have difficulty with 853 

“number-crunching” symbolic representations of probability according to Bayes’ theorem, but 854 

rather often default to linear additive integration of the components.            855 

 856 

Heuristic models 857 

The possible set of models one can choose to use in a study is in theory infinite. This is 858 

especially true for the heuristic models. The individual heuristic strategies (e.g., “multiply hit 859 

rate with base rate”) used for modelling the data are not assumed to be used for all tasks but 860 

rather to be picked when the structure of the task at hand fits some criteria (e.g., “use joint 861 

occurrence heuristic if the base rate is high” (Gigerenzer & Hoffrage, 1995). However, the exact 862 

conditions for when the different heuristics should be used are difficult to establish and have 863 

therefore remained rather vague in the literature. For example, how high does the base rate has 864 

to be for it to be considered high? In this study we used two different heuristic models that 865 

circumvented this problem in different ways. The first model was based on a heuristic toolbox 866 

approach where we assume that the participant will use the most suitable heuristic on every 867 

trial. By looking at the best possible performance by this model (Figure 3) it became clear that 868 
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this heuristic model actually came very close to approximating the answer given by Bayes’ rule, 869 

meaning that it is possible to use heuristics on this task and perform very well. The model 870 

comparison results provided little evidence, however, that this is a strategy used by the 871 

participants. One consequence of this approach is that participants who use heuristics in a way 872 

that is not well approximated by Bayes’ rule will not be well fitted by the heuristic toolbox 873 

model. The second heuristic model was instead based on a lexicographic approach where people 874 

pick heuristics based on the perceived informativeness of the information in the task. From the 875 

model comparison results it was clear that this approach was also not used by many participants. 876 

While there may remain untested heuristic models with selection rules that differ from the ones 877 

we tested here, we could see from the distribution of responses in Figure 12 that it is still less 878 

than 50% of the answers that coincide with one of the heuristics. Part of these participants will 879 

also have used the strategy to consistently report only the base- or hit rate on every trial which 880 

means that they are best described by the linear additive integration model. 881 

 882 

Effect of frequency format and presentation format 883 

Using a natural-frequency format led to slightly better performance (a mean absolute error of 884 

18 vs 23) and to more participants being classified as Imperfect Bayesians (21 vs 11). These 885 

changes were not as drastic as in many previous studies. The original study by Gigerenzer and 886 

Hoffrage found that changing from a normalized frequency format to a natural frequency format 887 

increased the performance rate from 16% correct responses to 46% correct responses 888 

(Gigerenzer & Hoffrage, 1995). A later study by Cosmides and Tooby found similar results, 889 

with a performance increase from 12% to 56% correct responses (Cosmides & Tooby, 1996). 890 

One explanation for the increase in the present study was smaller is that our participants were 891 

required to give their answer in percentages rather than a ratio. There is an important conceptual 892 

difference between asking for a ratio and asking for a probability in percentage, in the sense 893 

that the stochasticity is lost in the former case. If a frequency format helps people make 894 

estimations about stochastic events then the response should be in the form of a stochastic event 895 

and not in the form of a frequency. If a frequency format only helps people make estimations if 896 

the response is also given as a frequency then the conclusion should be that people are unable 897 

to make probability estimations. Another difference between our study and Gigerenzer and 898 

Hoffrage’s is that our participants performed multiple trials with varying levels of BR, HR and 899 

FAR. However, to our knowledge there is no reason why this should have affected the 900 

beneficial effect of a natural frequency format.  901 
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A different explanation for why the natural frequency format was not as beneficial as in 902 

other studies is that the task structure did not make the set relations between BR, HR and FAR 903 

transparent enough (Barbey & Sloman, 2007; Sloman et al., 2003). The nested-sets hypothesis 904 

stem from the dual-process model and in contrast to Gigerenzer and colleagues’ view that 905 

people are helped by the natural-frequency format in and of itself the proponents of nested-sets 906 

hypothesis argue that the format is only beneficial because it can make the task structure more 907 

transparent. In this view people use two systems to reason, one primitive associative judgment 908 

system that sometimes leads to errors in judgment and a second more deliberate rule-based 909 

system. The use of the second system is only induced if the task is represented in a way that is 910 

compatible with the rules. In this case the rules are elementary set operations which means that 911 

the problem needs to be readily formulated in terms of sets. The problem becomes even easier 912 

if the relevant sets are all nested (Sloman et al., 2003). In other words, if the chance of having 913 

the disease is nested within the chance of testing positive which in turn is nested within the set 914 

of all possible cases. Since in our task the HR≠1 it means that the sets are not nested (the chance 915 

of having the disease is not a subset of having a positive test) and therefore the task structure is 916 

less beneficial for the participants. 917 

Even though the pictorial format introduced uncertainty in the task by forcing the 918 

participants to make their own estimations, this did not affect the overall performance. Looking 919 

at Figure 4B there is a trend towards better performance in the pictorial format but all in all 920 

there was anecdotal evidence against an effect of presentation format. This also means that the 921 

pictorial format did not function as a visual aid benefiting the participants as some previous 922 

studies has found (unless these two effects happened to cancel each other out). However, 923 

previous studies on the effects of visual representations have received mixed results and in the 924 

cases where a pictorial representation has been beneficial it was only presented as an addition 925 

to the question already using symbolic formulations (Brase, 2009; Garcia-Retamero & 926 

Hoffrage, 2013) and never by itself as was the case in our task. Why the two formats did not 927 

lead to any large differences in performance we can only speculate about; one intriguing 928 

possibility is that the reason the uncertainty in the pictorial task did not decrease the 929 

performance is that the mental representations of the symbolic numbers are just as uncertain. It 930 

is also possible that there are multiple factors working against each other. The task given in the 931 

symbolic format is similar to a typical math word problem and could therefore cause people 932 

with high levels of math anxiety to perform worse than they would have if they had received 933 

the pictorial task instead (Luttenberger et al., 2018). 934 

 935 
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Limitations and future directions 936 

False alarm rate neglect. The fallacy of false-alarm-rate neglect has received support in 937 

previous studies. The current design was however mainly aimed at studying effect of base rates 938 

and not very suitable for studying sensitivity to hit rate and false alarm rate.  The ranges of the 939 

hit rate and false alarm rate were shorter and with fewer levels than it was for the base rate. The 940 

reason for this was partly to decrease the number of trials needed for all stimulus configurations 941 

but mainly because the logic of the task should make sense. With the range of values that were 942 

used here the differences in the correct response was smaller and it was therefore difficult to 943 

evaluate whether participants made the correct adjustments or not based on sensitivity values 944 

as was done for the base rate in Figure 4F. What we can say is that based on the linear 945 

coefficients estimated for the participants classified as using linear additive integration, they 946 

did on average neglect the false-alarm rate (coefficient being close to zero) and made 947 

appropriate use of the hit rate (coefficient close to the optimal value, 0.52).  948 

Using online surveys. Since there are a number of factors that differ between data 949 

collected in a lab versus when it is collected online via a service such as MTurk one has to be 950 

careful when comparing the results. Even though it is impossible to make sure that the data has 951 

been collected under similar conditions it is at least possible to compare the data after it is 952 

collected. In a separate data collection not reported on in this study the same exact task as the 953 

MTurk participants performed was performed by participants in the lab. These two data sets 954 

can therefore be used to investigate whether there are any systematic differences. In terms of 955 

performance, a Bayesian independent t-test showed anecdotal evidence in favor of there being 956 

no difference in the mean absolute error between the two groups (BF01= 1.45). Another possible 957 

problem with using an online survey is the less controlled testing environment for the 958 

participants. Some participants performed very well and while they were explicitly told not to 959 

use any aids such as calculators, there is a possibility that they did. However, even if this was 960 

the case, they would still have to have known that Bayes’ rule was the correct strategy even 961 

though they did not rely on their mental arithmetic ability to compute it. 962 

Modeling. Although the set of models that we tested is larger than in most previous studies 963 

on base rate neglect, it was far from exhaustive and potentially interesting models remain 964 

untested. The large individual variation in explained variance suggest that for some participants 965 

we did indeed find a very likely candidate model but for others none of our proposed models 966 

provided a good fit. As discussed above, an important question raised by our modeling results 967 

is how we should understand the success of the skeptic Bayesian model: Do many people indeed 968 

reason as a Bayesian with strong prior beliefs about base rates, hit rate, and false-alarm rates? 969 
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Or does the skeptic Bayesian perhaps capture aspects in the data that happen to be 970 

mathematically similar to Bayesian reasoning with strong (and wildly varying) priors, but in 971 

reality, are grounded in a cognitive mechanism that is conceptually very different? Moreover, 972 

even though our results speak against the heuristic model that we tested here, it is of course 973 

possible that there are other heuristic models that fare better.  974 

Within-subject testing of the benefits of the natural frequency format. Just as in previous 975 

work, we found a benefit of natural frequency format on performance. This effect has been 976 

explained by either referencing how during the evolution of the human race, naturally 977 

sampled frequencies is what we have been exposed to and subsequently evolved to use, or one 978 

has attributed the beneficial properties to the clarification of the task and thus making it easier 979 

for people to use deliberate thought instead of associative decision making. These two 980 

accounts are focused on how the difference in format makes people switch from towards 981 

using a different strategy. There is however also a possibility that the switch in format does 982 

not cause people to switch strategies but to use the same strategy with better tuned 983 

parameters. For example, a participant might shift from using a heuristic to a Bayesian 984 

strategy when the format changes from normalized frequencies to natural frequencies, or they 985 

might use a linear additive strategy in both formats but use better tuned weights. Our use of a 986 

between-subject design is a limitation in this respect. It would be interesting for future work 987 

to study the effect of frequency format using a cognitive-modelling approach applied to 988 

within-subject data. That would allow getting a more detailed insight into the nature of the 989 

reasoning strategies people use.  990 

  991 
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